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Abstract People Re-identification aims at associating
multiple instances of a person’s appearance acquired
from different points of view, different cameras, or after
a spatial or a limited temporal gap to the same identifier. The basic hypothesis is that the person’s appearance is mostly constant. Many appearance descriptors
have been adopted in the past, but they are often subject to severe perspective and view-point issues. In this
paper, we propose a complete re-identification framework which exploits non-articulated 3D body models to
spatially map appearance descriptors (color and gradient histograms) into the vertices of a regularly sampled
3D body surface. The matching and the shot integration steps are directly handled in the 3D body model,
reducing the effects of occlusions, partial views or pose
changes, which normally afflict 2D descriptors. A fast
and effective model to image alignment is also proposed.
It allows operation on common surveillance cameras or
image collections. A comprehensive experimental evaluation is presented using the benchmark suite 3DPeS.
Keywords 3D human model, People Re-identification

1 Introduction
People surveillance is an important topic in computer
vision and pattern recognition research. Surveillance
tasks should be as fast as possible in knowledge extraction to allow rapid crime prevention or first aid
intervention. Similarly, in multimedia forensics, video
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archives must be mined as quickly as possible. Detecting whether a person selected as query has already been
observed in a different place and at a different time in
the camera network or in a video archive remains a
challenging task in surveillance and forensics application. In the computer vision community, this problem
is well known and called People Re-Identification. People Re-identification is also a fundamental task for the
analysis of long-term activities and behaviors of specific people and for the latest studies on people social
interaction.
The importance of this field has been clearly pointed
out in the recent survey on re-identification methods
[1], in the book on “Person Re-Identification” edited
by Gong et al. [2], and has been confirmed by the huge
amount of papers published on the topic. Although it
is subject to a basic hypothesis of real appearance constancy in the observed time interval – i.e., no camouflage are allowed – the acquired appearance can vary
considerably because of people orientation, illumination
conditions, presence of occlusions and so on. In addition, due to a potentially high number of similar people
(e.g., people wearing similar clothes) often no accurate
temporal or spatial constraints can be exploited.
In this paper, we present the design of a complete
system for people re-identification based on the mapping of appearance descriptors to 3D body models (called
SARC3D). The adoption of 3D body models is quite
new for re-identification, as opposed to other computer
vision fields, such as for example motion capture and
posture estimation [3, 4]. The challenges connected with
3D models rely on the need to obtain accurate people
detection, segmentation and estimation of the 3D orientation for correct model-to-image alignment.
The key points of this work are:

2 Related Works
People re-identification is a matching problem when it
comes to items having the same, or at least similar,
shape and structure. As a consequence, most of the
techniques proposed are based on appearance features
such as color and texture rather than shape and geometrical properties, with all the pros and cons involved
with the discriminating capabilities of these features.
For exhaustive surveys on appearance methods for reidentification, please refer to the works by Doretto et
al. [5], Vezzani et al. [1], and Gong et al. [2].
The first approaches proposed were based on global
descriptors, since feature de-localization usually means
view invariance. Among others, global color histograms
[6,7] or texture features [8, 9] have been mainly implemented, which commonly resulted in confusing people
wearing clothes with similar colors.
To cope with this limitation, generic or custom body
models have been introduced, allowing us to associate
each appearance descriptor with a specific spatial location. These models do not need to be articulated and
very precise as in motion capture or action analysis
scenarios; however, a model-based localization provides
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The rest of the paper is organized as follows. Section
2 describes the state of the art and, in particular, the
drawbacks of using traditional signatures. The importance and the advantages of using 3D body models are
described in Section 3, together with a an outline of the
proposed framework. Section 4 provides a mathematical definition of the SARC3D model and the related
algorithms proposed to generate the person signature.
The multi-shot integration step is detailed in Section
5, where two different approaches are provided: one is
aimed at reaching the best performance and the other
one at reducing the descriptor size. Section 6 contains
the formulation of a suitable distance metric, required
to compare and match persons’ signatures. Qualitative
and quantitative results of the framework as well as
some comparisons with the state of the art approaches
are reported in Section 7. Finally, some concluding remarks and future research directions are given in Section 8.
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1. the definition of a non-articulated 3D body model
for people re-identification;
2. the selection of color and texture descriptors to generate a model-based person signature;
3. the definition of a suitable model distance;
4. the description of the overall framework, including
model-to-image alignment and mapping.

D. Baltieri, R. Vezzani, R. Cucchiara

Holistic features

2

part-wise
matching

Body part features

...

Punctual features

point-wise
matching

Punctual features

Fig. 1 Three different re-identification approaches. First row:

global features are computed on the whole person detected.
Second row: 2D body models allow generation of a specific
signature for each body part, which is usually an horizontal
slice. Third row: 3D body models allow generation of punctual
features, mapped to view-independent body locations.

more coherent and representative descriptions and allows a correct comparison of corresponding body parts.
Problems due to occlusions and different view points
are thus minimized.
Simplified 2D models are the most commonly used
(see Fig. 1). Among others, in surveillance and forensics field the most widely used hypothesis for a body
model is the cylindrical shape and the legs-torso-head
structure. The horizontal variations of appearance are
neglected by modeling a person as a cylindrical shape
(or more generally as a solid of revolution). Color or
texture distributions along the vertical axis are the only
important data. For example, in [10] the person mask is
divided into ten horizontal stripes and the mean color
of each stripe is stored as a representative feature.
In the legs-torso-head model, instead, the target silhouette is divided into three horizontal parts, ideally
corresponding to the legs (and thus to the pants/skirt
appearance), torso (i.e., shirt or jacket) and head (i.e.,
hair). This segmentation can be obtained using fixed
sizes [8, 11]: for example, [8] places the cuts at 30% and
80% of the total height, [11] at 15% and 70%.
Other methods do not divide the detected region
into fixed parts but propose adaptive solutions. For example, the authors of [12] automatically compute the
cut points through profile histograms. Moreover, they
further split the torso and the legs into two parts using a symmetry-based algorithm. Finally, [13] adopts a
body part detector to extract the position of each limb,
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torso and head. A high quality data source is required in
this case and the body part detector is computationally
expensive.
The most promising solutions based on 2D human
models have been proposed in the last years by [12] and
[5]. The first approach [12] uses human vertical symmetry to partition appearance images into five regions.
For each region, three features describing complementary aspects of human appearance are extracted: the
overall chromatic content, the spatial arrangement of
colors into stable regions, and the presence of recurrent textures; a nearest neighbor matching schema is
then applied. The work by [5], instead, reviews several
appearance descriptors and then proposes a part-based
signature, which outperforms global descriptors in the
tests provided.
Rather than working on new features and signature
types, most proposals have been recently focused on
distance metric learning. Machine learning approaches
have been adopted to project feature vectors into a
space where intra-person distances are reduced while
inter-person ones are increased. In other words, the
distance learning step should select the best subset or
the best combination of computed features for the reidentification task.
The work of [14] proposes learning a Mahalanobis
distance for computing a k-nearest neighbor classification using a maximum margin formulation. Similarly,
[15] applies a probabilistic framework for distance function learning. In particular, they search for a distance
that maximizes the probability of a matching pair having a smaller distance than a non-matching pair. The
very high computational complexity and the strong dependency on the training data are the main drawbacks
of these methods. A more efficient and still effective
metric learning approach has been proposed in [16]. A
preliminary PCA step is proposed to reduce the dimensionality and remove noise; thus, a Mahalanobis metric
is learned during the training step.
Despite the performance improvements obtained with
metric learning, current re-identification methods still
require more powerful descriptors. In the last years,
3D models have drawn increasing attention in the field
of people surveillance. A first re-identification attempt
toward 3D body models has been proposed in [17],
where local color descriptors are mapped to a cylindrical surface (Panoramic Appearance Map). Recently,
also thanks to off-the-shelf sensors and hardware equipment such as the Microsoft Kinect, 3D approaches are
becoming more popular. For example, in [18] a set of ratios of joint distances is used as person signature. However, the intrinsic noise on the estimation of the joint
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positions does not allow us to reach very high performance levels.
To overcome the limits and shortcomings of these
body models, we have proposed a new simplified 3D
body model. A very preliminary attempt is presented
in [19]. In this paper we describe the complete version
of the SARC3D model, with a revised and more detailed mathematical formulation. A more complex feature set composed by RGB histograms in a Mixture of
Histograms formulation for each vertex of the model
has been introduced. Finally, a new intermediate step
for model alignment to the person’s appearance image
[20] has been integrated into the system. The complete
proposal has been evaluated with a comprehensive set
of experiments on the new benchmark suite 3DPeS [21].
3 Exploiting 3D models for people
re-identification
In this work we deal with the problem of people reidentification in typical surveillance settings, where multiple cameras, often with disjoint fields of view (FoV),
can catch the presence and the appearance of many
people walking and crossing a monitored environment.
The main advantages of using 3D models can be
better grasped looking at Figure 1. Global features are
easy to compute and they don’t require alignment steps.
In addition, they are more insensitive to segmentation
or detection errors. However, the lack of local features
leads to deceptive comparisons. The adoption of 2D
models partially mitigates the problem, allowing partbased matching. Upper and lower body parts are correctly compared, increasing the specificity of the signature. However, problems mainly related to different
orientation may arise. In particular, it is not possible to
“look for details”. 3D body models, instead, allow us to
match the coherence of the person’s global appearance
as well as the presence/absence of identifying details.
For example, the snapshots in Figure 2 can be correctly
associated with the same person by both checking the
color global correspondence and looking for the white
details of the T-shirt.
Appearance-based methods still suffer from color
balancing and calibration issues. To this aim, a lot of
pre-processing tasks have been introduced to mitigate
the related drawbacks. A method for matching appearances using different cameras involves finding a transformation that maps colors in one camera to those in
the other cameras. With this in mind, linear algebraic
models [22] as well as more complex non-linear approaches [23] have been implemented. When illumination changes are solely responsible for color incoherence
among cameras, Brightness Transfer Functions can be
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an invaluable tool if learned and applied before the processing, as suggested by Porikli et al. [24], Javed et al.
[25], and Gilbert et al. [26]. Due to the high variability
of real conditions, the color calibration issue has been
neglected in the following and image sources are considered already calibrated.

(a)

(b)

Fig. 2 Different snapshots of the same pedestrian viewed by
a network of cameras, under varying light conditions

(c)

The overall schema of our re-identification framework is shown in Figure 3. The frames collected by
the network of cameras are first processed using common surveillance systems (left block): people are extracted by means of a people detector [27, 28] followed
by a segmentation algorithm if needed, or with a people tracker based on background suppression. For example, we extracted the bounding box and the segmentation foreground-background of the 3DPeS shots using
a static-camera background subtraction, people detection and tracking described in [29]. Since the number
of images available for each person can be very high, a
shot selection step is usually required to discard redundant or misleading images. At the end of this stage, a
p
set of K shots I1p . . . IK
are collected for each candidate
person p. Matching of these multiple shots is assured by
the tracking algorithm. However, different sets of shots
may correspond to the same person and discovering any
such relation is the objective of re-identification.
For each one of the selected shots, a single-shot signature is computed through a 3D model alignment followed by an image to model mapping. Descriptors belonging to the same person are integrated into a unique
signature, which is compared with a set of stored models to find possible matches. At the end, the new model
can be included in the stored archive, if required.

4 The SARC3D Body Model
The reference body model (called SARC3D) is based on
a vertex set, inspired by the meshes commonly used in
computer graphics (see Fig. 4(a)). The model is composed of two parts: a geometry template and an ap-

(d)
Fig. 4 Genesis of SARC3D: (a) a human 3D model, (b) av-

erage silhouettes used for model creation, (c) our simplified
human model, and (d) different sampling densities of the
SARC3D model used in our tests

pearance signature. The geometric template is fixed for
every person and based on a scale factor only. The
vertex positions have been manually defined using a
sarcophagus-like shape and exploiting real data to catch
some average proportions of the body. Specifically, some
side, frontal and top shots of people were extracted from
surveillance videos and the average silhouette (Fig. 4(b))
exploited to create a 3D hull (Fig. 4(c)).
The set of vertices
v = {vi }, i = 1 . . . M

(1)

has been regularly sampled from the sarcophagus surface (Fig. 4(d)). The number M of vertices could be
selected accordingly to the required model resolution.
Regular sampling assures that each triangle of the mesh
has the same area, and therefore the same weight when
used in the following computations. In our tests on real
surveillance setups, we have sampled the surface obtaining a set of M = 628 vertices (Fig. 4(d)). Other
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Fig. 3 Overall schema of the re-identification framework

sampling densities were also tested; however, small variations in the number of samples (using N between 500
and 700) do not affect model performance. Larger variations, instead, lead to worse performance due to overor under-fitting issues as reported in our preliminary
work about the SARC3D model [30]. Additionally, the
selected value is a good trade-off between speed and
efficacy.
The coordinates (Xi , Yi , Zi ) related to the reference
coordinate system (OM , XM , YM , ZM ) constitutes the
final geometric template, as shown in Fig. 5(a). The
directions of the vectors ni orthogonal to the sarcophagus surface are also computed on each vertex vi . To
cope with different people’s heights, the template coordinates have been normalized such that maxi Zi = 1.
The SARC3D model is publicly available on ViSOR
[31].
According to 2D methods [10], the vertices have
been also divided into 20 horizontal stripes by parti-

tioning them using their ZM coordinate. A glossary of
the main symbols used in the paper is given in Table 1,
for the sake of clarity.

4.1 Vertex Feature Set
A specific appearance signature is computed on each
person shot Ilp . Rather than providing a bitmap texture
for each triangle as in computer graphics approaches,
a visual descriptor Γip is assigned to each vertex vi of
the geometric template. Finally, the set of vertex-wise
descriptors will make up the person signature Γ p :
Γ p = {Γip } , i = 1 . . . M

(2)

The descriptor Γip contains the visual appearance
of the person in the 3D position defined by the vertex
vi . The vertex descriptor contains a set of color and
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Symbol

Description

Ilp
Rlp
(OI , XI , YI , ZI )

l-th shot of the person p

Bounding box around the person detected in Ilp
reference coordinate system centered in the camera optical center. The subscript I
is used instead of Ilp for sake of clarity, even if the coordinate reference may change
from shot to shot.
world reference coordinate system
model reference coordinate system
Intrinsic and Extrinsic calibration parameters of the cameras used to acquire the
shot Ilp .
set of the model vertices of the geometrical template,
number of vertices in the 3D model (628 in our experiments)
horizontal stripe (1 . . . 20) containing the vertex vi
normal vector of the sarcophagus surface computed in vi
vector from the vertex vi to the optical center OI
real height of the person p in the shot Ilp
signature of the p-th person
vertex descriptor associated with the i-th vertex i of the p-th person
RGB color histogram
HSV color histogram
histogram of the gradient orientations
vertex reliability. ρ > 0: vertex directly initialized from the shot; −1 ≤ ρ < 0: vertex
predicted using a symmetry hypothesis; ρ = 0: vertex estimated from its neighbors,
distance function between a couple of models p and t.
linear coefficients using to weight the RGB, HSV and HoG histogram distances
during the computation of D(Γ p , Γ t )

(OW , XW , YW , ZW )
(OM , XM , YM , ZM )
Pi , Pe
v = {vi }
M
Stripe(vi )
ni
−
−−
→
vi OI
p
hl
Γp
Γip
Hr
Hh
Hg
ρi
D(Γ p , Γ t )
α, β, γ
Table 1 Symbol glossary

for clarity. The RGB color histograms have been normalized and quantized using 8 bins for each channel;
HSV color histograms adopt 8 bins for the H channel,
4 bins for the S and V ones; Histograms of Oriented
Gradients (HOG) contain 9 bins. Since hue (H) is more
important than saturation (S) and value (V) components [32] in the human visual system, we have assigned
more bins to the H channel than to the other components, as proposed in [33] as well. The final dimension of
each vertex descriptor Γip is thus equal to 50, leading to
a 31400-dimensional signature Γ p associated with the
person p.

ZM
1

vi = (Xi,Yi,Zi)

ni

XM

OM
(a)

YM

4.2 Image to Model Mapping

(b)

Fig. 5 The SARC3D model. a) the geometric template and b)

the vertices are colored based on the horizontal stripe clusters

gradient histograms instead of a single color to correctly
generalize the model and avoid over-fitting issues:
Γip = {Hri , Hhi , Hgi , ρi } ,

(3)

where Hri is the RGB color histogram, Hhi is the HSV
color histogram, Hgi is the histogram of the gradient
orientation [27], and ρi is the vertex reliability. The person index p and the shot subscript l have been omitted

Let (OW , XW , YX , ZW ) be a world reference coordinate
system, with ZW indicating the vertical direction as
depicted in Figure 6 (b). Let Ilp be the shot containing
the l-th shot of the person p and Rlp the corresponding
bounding box (see Fig. 8). The position and internal
calibration of the acquiring camera are known, i.e., the
relations between the image plane π, the camera optical
center OI and the world coordinate reference OW are
defined [34] (see Fig. 6).
Placement of the model into the 3D scene makes
Image-to-Model mapping possible. This is defined by
the rotation and translation matrices between the world
reference coordinate system and the model one (OM , XM , YM , ZM )
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(see Fig. 6(c)). The last parameter required is the real
height of the model hpl , which defines the scale factor to
apply to the geometric template. The projection (xi , yi )
of the vertex vi onto the image plane π is thus defined
as follows:

 p

hl · Xi
xi
p


 yi  ∝ Pi · Pe · Rp · Tp ·  hpl · Yi 
l
l h ·Z 
i
l
1
1


(4)

where Pi and Pe are the perspective projection matrix
(intrinsic parameters) and the extrinsic calibration map
trix respectively, while Rp
l and Tl are the rotation and
translation matrices from the model coordinate system
to the world one, respectively. The algorithm to estip
p
mate the placement parameters Rp
l , Tl , and hl is described in Section 4.3.

y

ZM

x
p
(xi,yi)

OI

a)

vi
ZW

OW
YW
b)

XW

XM

OM

YM
c)

Fig. 6 Schema of the a) Camera, b) World and c) Model

reference coordinate systems.

Using Equation 4, each model vertex vi is projected
to a corresponding image point (xi , yi ). Let Ri be a
neighborhood of (xi , yi ). In our experiments, Ri is a
squared region of 9x9 pixels. The uniform sampling used
to generate the vertex set guarantees that each descriptor corresponds to the same surface area and thus has
the same weight. The color and gradient histograms included in the signature Γip are then computed using the
region Ri as shown in Figure 8.
A reliability value ρi is included in the vertex model
and takes into account how accurately and precisely the
vertex descriptor has been captured from the data. It
is computed as

ρi =

−−→
ni · vi OI
−−→ ,
||ni || · ||vi OI ||

(5)

7

−−→
where vi OI is the unit vector starting from the vertex
vi and directed toward the camera optical center OI ,
while ni is the vector normal to the 3D body surface
(as defined in Section 4).
Figure 7 contains a top-view sketch of the image
to model mapping. Two people have been detected in
the scene, thus two corresponding models Γ r and Γ s
have been placed and should be updated. Each vertex
vi is projected onto the (virtual) image plane I. The
direction of the normal vector ni does not depend on
−−→
the position of the image plane, while the vector vi OI
starting from the vertex and directed toward the optical
center OI is related to the person placement and orientation with respect to the camera. The image point
(xi , yi ) and its neighbors are exploited to compute and
update the descriptor of the vertex vi of Γ r . The cosine
of the angle αi — i.e., the dot product of Equation 5
— is used as vertex reliability.
The reason behind the adoption of the dot product
is that data from front-viewed vertices and their surrounding surface are more reliable than those from laterally viewed vertices. This reduces the drawbacks due
to errors in model positioning and orientation, since we
assign stronger weights to the central points of people
and lower weights to lateral points, which are the most
hit by misalignment.
For example, a local image region of 9x9 pixels is
used for extracting histogram features for each vertex,
even if the vertex is close to the boundary of the foreground mask. In these cases, the local image regions will
contain background points and the corresponding extracted histograms will be affected by the background.
However, reliability will be close to zero since the normal vectors will lead to mark these vertices as lateral.
In addition, vertices hidden in the 2D image (e.g.,
the back of the right arm in Figure 9(c)) have a dot
product with a negative value indicating a lack of reliability. Computer graphic rendering libraries are used to
speedup the mapping process and the computation of
the dot products included in Equation 5, allowing real
time performances to be attained.
A correct model alignment step is critical for obtaining acceptable re-identification performance. Therefore,
a precise and accurate bounding box estimation of the
person in the 2D shots is desirable. Some quantitative
experiments on the capability of the proposed method
to face the errors arising during bounding box estimation and segmentation are reported in [35].
Symmetry and neighborhood based prediction When mapping a 2D shot on a 3D model, more than half of the descriptors cannot be set from a single shot, since the corresponding vertices are located in the non-visible part
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Fig. 7 Sketch of the image-to-model mapping step
Signature computation
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and local patch

Hr,
Hh,
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Hr: RGB color histogram
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Hh: HSV color histogram

ni
I lp

vi OI

Hg: gradient histogram
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Fig. 8 Extraction of color and texture features

of the model or they are projected outside the image
foreground. However, each model vertex is initialized
thanks to a prediction step based on symmetries and
neighborhood propagation.
In particular, two cases may be outlined:
a) Vertices without a match on the shot; some of
the model vertex are projected outside the image foreground, e.g., when the person is not perfectly standing
up or when the foreground is affected by segmentation
errors. For example, the vertices colored in light blue
in the example of Figure 9(b) are projected outside the
image foreground. In these cases, the vertex descriptors

are estimated from the visible vertices on the neighborhood. To this aim, the vertices have been divided
into ten horizontal stripes (see Fig. 9(a), where each
stripe is identified by a specific color). The predictions
of the vertices without an image match are initialized
using the average of the feature vectors belonging to
the same stripe, while their reliability values are set to
the minimum value (i.e., ρi = 0).
b) Vertices belonging to the rear (and thus occluded)
side of the model; they are also mapped to the image
and initialized as the visible ones. However, their reliability will be negative due to the opposite directions

Mapping Appearance Descriptors on 3D Body Models for People Re-identification

−−→
of ni and vi OI . This way, each vertex of the model is
initialized even with a single shot: from the real shot,
if available, or using a sort of frontal/rear symmetry
hypothesis in the absence of information. Even if both
the people’s body and clothes are not front-rear symmetric, a good re-identification rate can be achieved
using the opposite side [36]. This assumption strongly
depends on the dataset or the application environment.
For example, many people in the ViPER dataset carry
a backpack, which invalidates the front-rear symmetry
assumption. We used the term “prediction” in order to
highlight its aleatory foundation. The predictions are
used in the absence of information only, and they are
immediately replaced by real data whenever these are
available. However, if the dataset or the working conditions discourage the use of this assumption, the rear
vertices can be left empty or set with the stripe prediction previously described (case a).
By means of the reliability value, vertices directly
initialized from the image (ρ > 0), vertices predicted
using a symmetry hypothesis (−1 ≤ ρ < 0) and vertices
estimated from their neighbors (ρ = 0) are distinguishable.
The steps of the initialization phase are described
in the pseudo-algorithm 1. The direct computation of
the Γ descriptor (line 7) is carried out for both frontal
and rear vertices. In the first case, the descriptor is also
used to generate the stripe descriptor (lines 11 and 12)
which will be assigned to all the vertices outside the
image bounding box or the foreground silhouette (lines
20-23).

4.3 Model Alignment
The alignment of the 3D model on each shot is one
of the most critical steps within this approach. More
precisely, the person height hpl and the Rotation and
p
Translation matrices Rp
l and Tl defined in Section 4.2
should be estimated given a shot Ilp . To simplify and
speed up the process, we impose a constraint on the
person posture, which is assumed to be standing.
The matrix Tp
l contains the three coordinates of the
person with respect to the world reference coordinate
system. Assuming that the person is standing on the
ground plane, a homography transformation of the feet
position (lower point of the vertical axis of the bounding
box) [37] can solve the placement step.
The rotation matrix Rp
l has only one degree of freedom, which is the angle θlp around the vertical axis ZM .
The other two rotation matrices are defined by assuming the standing posture constraint. The estimation of
θlp is detailed in the following.
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Algorithm 1 Image to Model Mapping
Require: Pi , Pe
p
p
Require: Rp
l , Tl , hl
Require: I p , Rp

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

. Calibration parameters
. Model placement

. Input shot and bounding box of the
person
Direct feature computation
for all vi = (Xi , Yi , Zi ) ∈ Γi do
(xi , yi ) ← P rojection(vi )
. Projection of the vertex
on π
Ri ← N (xi , yi )
. Neighborhood of (xi , yi )
if Ri ∩ Rp = ∅ then
ρi = 0
. vi will be predicted using Stripes
else

Compute Γi on Ri
−
−−
→
ρi ← ni · vi OI
if ρi > 0 then
vi is a frontal point
j = Stripe(vi )
Update Γ¯j with Γi . Stripe mean computation
else if ρi < 0 then
vi is a rear point . Γi is the Symmetry based

prediction
15:
else
16:
. vi will be predicted using Stripes
17:
end if
18:
end if
19: end for
Stripe based prediction
20: for all vi = (Xi , Yi , Zi ) such that ρi = 0 do
21:
j = Stripe(vi )
22:
Γi = Γ¯j
23: end for

The height hpl is finally obtained by assuming that
the projected model vertices lie and fill the bounding box Rlp of the detected person in the image plane.
In practice, the height is estimated starting from the
height h of the bounding box Rlp which contains the
person foreground and using the inverse projection matrix. A visual example of the model placement and orientation estimation is depicted in Figure 10.
Orientation estimation If the detection in a shot Ilp
comes from a video sequence and the person trajectory
has been provided through a tracking algorithm, the
orientation can be inferred from the trajectory itself.
Otherwise, the person orientation is estimated on still
images exploiting the method proposed in [20]. In the
first case, the angle θlp is computed by averaging the
direction and the orientation of the last frames. This
approach is simple and without computational burden
if tracking is available, but being a prediction it is subject to frequent failures since people may change direction abruptly and, in addition, it may not be applied
to still people where their orientation does not depend
on trajectory.
In the second case, we propose a supervised orientation classification of appearance based on HOG descrip-
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Fig. 10 Model placement (blue arrows) and orientation (red

arrows) of the 3D model on top of the input frame (left image)

(a)

(b)

(c)

level contains 8x24 non-overlapping blocks, the second
level 4x12 blocks and the last level 2x6 blocks. At each
level, the image is down-sampled with a scale factor of
0.5. A histogram of oriented gradients quantized in 9
wrapped bins is computed on each of the 252 blocks
using tri-linear interpolation and normalized over sets
of four blocks. The 9 histogram values of the 252 blocks
are concatenated, obtaining a 2268-dimensional feature
vector which acts as the appearance descriptor of the
images and is sent to an ensemble of classifiers.
The Extremely Randomized Trees classifiers introduced by Geurts et. al.[38] have been adopted due to
the very high dimensionality of the input feature vector
and since they return a classification score ψ i instead of
a binary response. Formally, given a feature vector φl ,
each of the N classifiers provides a value {ψ i ∈ [0, 1], i =
1, . . . , N }. A first orientation estimation θ¯l of the person in the shot Ilp could be directly
obtained from the

corresponding outputs Ψk = ψk1 . . . ψkN of the classifiers:
θ¯l = θj , j = argmax ψli .

(d)

(e)

Fig. 9 (a) SARC3D projection, (b) Color feature extraction,

(c) Vertex reliability, (d,e) Left and right views of the vertex
reliability

tors. Angles θlp are firstly quantized
in N = 8 discrete

π
i
values θ ∈ π + k 4 , k = 0 . . . 7 . A set of N Extremely
Randomized Forest classifiers are thus trained with a
suitable labeled set.
Each classifier provides a score value which is integrated into a global continuous probability density
function using a Mixture of Approximated Wrapped
Gaussian distributions in order to estimate the correct
continuous orientation θlp .
For each detected person, a 2268-dimensional feature vector is loosely computed based on the HOG
descriptor[27]. The appearance image of the person is
first converted into a gray-level image. The image is
then split into blocks at three different levels: the first

(6)

i

However, the orientation classes previously defined
slightly overlap each other. In fact, each class is closely
related to its neighbors and the opposing class, which
results in more than one high response from the set of
discrete-orientation classifiers. Rather than directly using the outputs of the N trained classifiers to generate
a discrete class label, the integration of the results of
the N classifiers into a continuous probabilistic distribution p(θ|I) allows us to filter out errors in the orientation estimation as well as to obtain a more accurate
value. To this aim, the fuzzy-predicted class label terms
ψ i are used as weights of a mixture of Approximated
Wrapped Gaussian distributions [39], each centered on
the N selected orientations θi .
A mixture of AWN is obtained as a weighted sum
of AWN probability density functions:
M oAWN (θ|w, θ 0 , σ) =

N
X
i=1

wi · AWN (θ|θ0,i , σi ), (7)
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Feature Extraction

Input
frame

Multi level
HoG
Features

People
detection

Fk

0.390093 0.099357
0.052797 0.037510
0.023834 0.027280
0.040378 0.065173
0.280223 0.312252
0.193908 0.111892
0.082614 0.042563
0.015886 0.047839
0.118602 0.260825
0.562836 0.132475
0.081998 0.050323
0.053458 0.023433
0.087603 0.138544
0.373183 0.136480
0.148891 0.079667
0.050333 0.093116
0.085270 … …

Discrete classification

Array of
Classifiers

Continuous Classification
4. Mixture of
Approximated
Wrapped
Gaussians

Histogram of
orientation scores
yk

Person
orientation
ql

Fig. 11 Schema of the orientation estimation algorithm: Input shot, Multi-Level HOG, Array of classifiers, the Mixture of
Approximated Wrapped Gaussians.

where
AWN (θ|θ0 , σ) =

((θ−θ0 ) mod 2π)2
1
2σ 2
√ · e−
.
σ 2π

(8)

The required function for the orientation estimation is thus obtained using a Mixture of Approximated
Wrapped Gaussian as in Equation 7:

Fig. 12 Some graphical results of the model orientation and

positioning on the 3DPeS dataset

p(θ|Il ) = M oAWN (θ|ψl , C, σ),

(9)

where the variance σ has been set to a fixed value for
all the components.
The orientation θlp is then computed by maximizing
the previous distribution:
θlp = argmax p(θ|Il ).

(10)

θ∈[−π...π]

through Mean-Shift optimization. To avoid estimating
a local minimum, the Mean-Shift procedure is repeated
starting from the eight discrete values θi as seeds. Figure 11 shows all the steps of the proposed method and,
in particular, the final filtering step obtained with the
Mixture of Approximated Wrapped Gaussians.

The estimation of people orientation is an intrinsically continuous problem. The discretized classes are
not clearly separated and sometimes are even overlapped
(due to the torsion movements of the body). Taking
into account the output of different trained classifiers
instead of a unique response allows us to better cope
with the problem. Each binary classifier is trained to
select a positive region of the feature space, which is
not related and not imperatively disjoint with the others. The additional step we propose integrates different
contributions and is therefore capable of improving the
final classification when orientation is quite ambiguous.
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The σ parameter of Equation 9 depends on the number
of adopted classifiers: if σ is 0 the AWG step is disabled. Increasing the σ value allows us to include the
contributions of more neighbor classifiers in the final response. In the experiments, we used σ = 0.75 in order
to integrate also the contribution of the two neighbor
classifiers into each main direction.
The final orientation classifier has been trained using images from the TUD Multiview Pedestrian dataset
[40] and SARC3D dataset [19].
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(a)

5 Multi-shot integration
The capability of integrating multiple shots is one of
the major advantages provided by the adoption of 3D
body models. As described in Section 2, many recent
re-identification methods exploit multiple shots, often
integrating them into a single multidimensional descriptors or averaging their values. Using the SARC3D model
the integration of multiple shots can be handled at vertex level.

(b)

5.1 Shot selection
Especially in surveillance applications, multiple shots
of the same person are automatically extracted from
a video sequence using a tracking algorithm. In this
case, redundant or noisy shots can negatively affect reidentification performance, both in terms of computational complexity and error rate. In such cases, a shot
selection step is required to keep the most important
items for the model initialization and updating. We propose here a rule-based approach to select the best shots
in surveillance applications. Selection checks can be of
two different types: shot rules (i.e., the entire shot is selected or neglected) or vertex rules (i.e., the check and
the related decision are applied to each vertex, independently). Similar or additional rules can be included
depending on the specific application or implementation.

5.1.1 Shot rules
Occlusion check: after the model placement and alignment (see Section 4.3), each couple of models is analyzed to detect occlusions. To avoid false pixel-to-model
assignments, both the occluding and the occluded models are not updated. A visual example of the 3D occlusion detection is shown in Figure 13.

(c)
Fig. 13 Occlusion detection: (a) the input frame, (b) the
aligned 3D models and (c) the masks Iˆp generated by the

rendering system. Since the blue and green objects are connected, the corresponding models are frozen and not updated
during occlusion

Model to foreground overlapping: for each shot, an overlapping score Rp is computed as the ratio between the
number of foreground pixels that overlap with the projected masks of the model vertices into the image plane
(Iˆp , see Fig. 13(c)) and the total number of foreground
pixels. If Rp is higher than a strong threshold (e.g., 95%
in our experiments) the selected shot is marked as good.
If the alignment is not precise enough or the person is
not in a posture compliant with the sarcophagus model,
the Rp decreases and the shot is rejected.
In the case of Figure 13, the detection-by-motion
system extracts people silhouettes as foreground regions. During the occlusion with the pole, the corresponding region will be excluded from the foreground
mask and the corresponding hidden vertices will remain
without description or will be associated with a pre-
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dicted one. If the occlusion by the pole is limited and
included in the foreground, the pole appearance will
be used to update some of the model vertices. In this
case, only few vertices will be affected by errors and
the integration of additional shots will probably solve
the problem. On the other hand, if the occlusion by the
pole is too heavy, the model to foreground overlapping
check will completely disable model updating.
The 3D model can be updated even if the 2D processing part provides a bounding box for each person
instead of a precise foreground silhouette (see Fig. 3).
In this case, the model update is still valid thanks to
the correspondence between the model vertices and the
image points, even if some descriptors will be degraded
when the corresponding vertices fall outside the foreground mask (as in the examples of Fig. 12). The Model
to foreground overlapping check is not feasible in this
situation.
Orientation reliability: the reliability of the orientation
estimation may be evaluated considering the sequence
of the estimated orientations: if the distribution of the
differences between consecutive orientations has a high
variance, the trajectory is not stable and the orientation
becomes unreliable.
5.1.2 Vertex rules
Information gain: the performance of the mixture of
histogram approach decreases if a lot of shots are integrated into the same signature, due to computational
issues and storage requirements. Each time a new shot
is included in the signature, the new vertex-level histogram is compared with the items already stored in
the mixture. If a similar histogram is found (distance
defined in Equation 17 under a given threshold), the
new vertex histogram is skipped. The same rule can be
applied in the averaging histogram approach, even if
the computational load of the histogram update (average operation) is similar to the evaluation of the distance of Equation 17 and the storage requirements are
not modified.
Visible vs hidden: descriptors with negative reliability
are discarded if at least one descriptor of the same vertex has a positive reliability value. In other words, if a
vertex has been seen at least once from a frontal point
of view, all the predicted descriptors are discarded.
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in Section 4. The obtained items can be integrated into
a unique signature Γip = {Hrpi , Hhpi , Hgpi , ρpi } by combining each corresponding vertex:

[

Γip =

Γip,l =

n[

[

Hrp,l
i ,

Hhp,l
i ,

[

Hgp,l
i ,

[

o
.
ρp,l
i

l=1...Lp

(11)
S
The meaning of the union operator
applied to
each set of corresponding vertex descriptors depends
on the selected integration method. Two different approaches have been implemented and tested: histogram
averaging and mixture of histograms. In the first case,
the resulting signature is a sort of average of the input
items and has the same dimension of the starting ones.
In the second case, instead, all the input signatures are
embedded in the same container, increasing the signature size. As confirmed by the experiments in Section 7,
the integration by averaging has worse performance but
allows a more compact representation; its use is recommended if the signature size should be limited due to
storage or transmission constraints.
In the mixture approach, the new descriptor will be
composed of the set of single-shot descriptors, each one
weighted by the original reliability value. The merged
RGB descriptor is the set of all the RGB histograms
and the corresponding reliabilities:
Hrpi =

S

n
o
p,l
p,l
Hrp,l
i = ρi , Hri

.

l=1...LN

(12)

Similar equations are defined for the HSV and gradient
histograms.
The model averaging approach, instead, aims at obtaining a more compact descriptor with a linear combination of the single-shot features; a function φ(·) of the
vertex reliabilities ρp,l is used as weight:

Hrpi =

S

Hrp,l
i =

P 1 p,l
φ(ρ )

·

P

l=1...L

φ(ρp,l ) · Hrp,l
i .
(13)

5.2 Signature Combination

Sum, product and division operators of Equation
12 and Equation 13 should be interpreted as applied
to each histogram bin. The integration of the other descriptors follows the same methods. Finally, the function φ(ρli ) allows us to correctly handle both positive
and negative values of the reliability. A possible implementation is reported in Equation 14:

For each available shot Ilp of the same person p, a singleshot signature Γ p,l , l = 1 . . . Lp is created as described

φ(ρ) =

1+ρ
,
2

(14)
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(a)

(b)

(c)

(d)

Fig. 15 Sample images from the 3DPeS dataset

the number of available shots, called Lp and Lq , embedded in the two signatures Γ p and Γ q respectively,
the three distances d(·, ·) of Equation 17 are defined as
the minimum distance between each possible couple of
histograms:
(e)
Fig. 14 Sample 3D models (b,d) created with single shots

q,s
d (Hrpi , Hrqi ) = min p dH (Hrp,r
i , Hri ),

(18)

r=1...Lq
s=1...L

(a,c) or multiple shots (e).

where the reliability values have been linearly mapped
to the [0, 1] interval. Figure 14 shows some examples
generated by integrating multiple shots through averaging of the feature vectors.

where dH is the Hellinger distance between histograms
[41]. Since illumination or view changes have different
effects on the RGB, HSV or HOG histograms, each
term in Equation 17 is derived from a different couple of shots, i.e., the indexes r and s in Equation 18
may be different for each histogram type.

6 Distance metric for People re-identification
7 Experimental results
One of the strengths of model based approaches consists
in simplifying the matching phase. Given two person
signatures Γ p and Γ q , their distance D can be decomposed into a sum of vertex-wise distances:
p

q

D(Γ , Γ ) =

P

(wi · d(Γip , Γiq ))
,
i=1...M (wi )

i=1...M
P

(15)

where the product of the vertex reliability values is used
as weight wi in order to emphasize the parts of the
models which have been seen from a frontal direction:
wi = φ(ρpi ) · φ(ρqj ) .

(16)

The vertex distance d(Γip , Γiq ), in turn, is split into
three contributions, one for each histogram type included in the vertex descriptor:
d (Γip , Γiq ) = α · d (Hrpi , Hrqi ) +
+β · d (Hhpi , Hhqi ) + γ · d (Hgpi , Hgqi ) .

(17)

where α, β, and γ are three coefficients which allow
the desired feature combination to be selected. Given

The proposed method has been extensively tested using the publicly available dataset 3DPeS (3D People Surveillance Dataset) [21]. 3DPeS is a surveillance
dataset, mainly designed for people re-identification in
multi-camera systems with non-overlapped field of views
(see Fig. 15 for some sample images). Versus other reidentification datasets, such as Viper [42] or ETZH [43],
3DPeS contains short video sequences instead of still
images, allowing a complete evaluation of all the system
capabilities. Most of the people in the dataset satisfy
both the stripe and the frontal-rear symmetry assumptions described in Section 4.2. Thus, both the corresponding prediction algorithms have been enabled during the following tests. A detailed description of all the
datasets available for people re-identification has been
reported in [44]. Among others, some datasets extracted
from i-LIDS [45] fulfill the requirements imposed by
SARC3D approach and have been used to test tracking
as well as re-identification systems [46]. In this paper,
we have only presented quantitative results on 3DPeS,
which is freely available.
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A collection of snapshots has been extracted for each
person, using the shot selection approach described in
Section 5.1. All the sequences which do not contain at
least three different shots of the person concerned have
been excluded from the set. The final set is composed
of 1012 snapshots of 192 different people (available on
the 3DPeS website).
For each experiment described in the following, we
have generated ten random splits of the snapshots between training and query items. The results provided
have been obtained by averaging the ten corresponding
outcomes.
Being well-established in re-identification and recognition tasks, for each query item we have ranked the
training gallery elements using the distance metric defined in Section 6. The performance results summarized
are reported using the cumulative matching characteristic (CMC) curve, which is analogous to the ROC curve
for detection problems [42].
The first set of experiments have been devoted to
testing different combinations of features, metrics and
parameters. Then, a comparison with two state-of-theart methods has been provided. Each experiment is
shown using CMC curves computed by averaging several test runs on random splits of the entire collection
into testing and training sets.

7.1 Feature selection and parameter tuning
We first compared the system performance using different combinations of the distance parameters (Equation
17) and the two strategies for multiple shots integration
(see Section 5). In particular, the following cases have
been considered:
– RGB Average: α = 1, β = 0, γ = 0; integration with
model averaging;
– HSV Average: α = 0, β = 1, γ = 0; integration with
model averaging;
– RGB Mixture: α = 1, β = 0, γ = 0; integration with
mixture of histograms;
– HSV Mixture: α = 0, β = 1, γ = 0; integration with
mixture of histograms;
– RGB + HOG Average: α = 0.5, β = 0, γ = 0.5;
integration with model averaging;
– RGB + HOG Mixture: α = 0.5, β = 0, γ = 0.5;
integration with mixture of histograms;
We selected three shots for the creation of both
query and training models. Figure 16(a) shows the corresponding CMC curves. The multi-shot integration using the Mixture approach has always outperformed the
median alternatives, as expected. However, the decrease
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Fig. 17 CMC curve showing the multi-shot integration ca-

pabilities. The curves are obtained using RGB features only
in the mixture configuration

in performance by averaging the models is tolerable, if
mandatory network or storage constraints require its
use.
To test the model performance in unbalanced cases,
i.e., when the query and the training models are generated by a different number of shots, we have created the
training set models using three shots as in the previous
experiment, while the query model has been created
from a single shot (indicated as 3vs1 in the following).
Figure 16(b) shows the corresponding results.
Table 2 shows the AUC (Area Under Curve) measure for the six combinations mentioned above. The first
row shows the tests performed using three shots for
both query and training models (3vs3 ), the second row
reports the tests performed using one shot for the query
model and three shots for the training one (3vs1 ). The
HOG feature barely improves performance: this is due
to the presence of many low-resolution images in the
dataset. As further confirmation, we performed a specific test on a subset of high-resolution images (more
than 150x50 pixels). In this case, the HOG contribution improves the system performance by around 5%.
The resulting AUCs for the 3vs1 and 3vs3 test cases are
0.971 and 0.983, while the corresponding values using
RGB features only are 0.954 and 0.976.
Finally, we evaluated the actual capability of the
multiple shot integration task. The improvement in reidentification performances obtained by adding more
shots to each SARC3D model is reported in Figure 17.
The results are also summarized in Table 3 using the
AUC score. The results confirm the multi-shot integration capabilities of the system, especially when the Mixture approach is adopted.
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HSV Average

HSV Mixture

RGB Average

RGB Mixture

RGB+HOG Average

RGB+HOG Mixture

0.961
0.889

0.971
0.914

0.967
0.882

0.975
0.905

0.968
0.872

0.977
0.898

3vs3
3vs1

Table 2 AUC for the different feature tested: 3vs3 and 3vs1 tests
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Fig. 16 Test on different feature combinations: a) query and test models created with 3 shots each, b) query models created
with 3 shots, test models created with one shot only

RGB+Averaging
RGB+Mixture

1vs1
0.812
0.817

2vs1
0.852
0.856

3vs1
0.882
0.905

4vs1
0.942
0.954

5vs1
0.958
0.967

3vs3
0.967
0.975

Table 3 Mean AUC using models created from an increasing number of shots

7.2 Comparison with the state of the art

exploiting symmetry and asymmetry perceptual principles (each appearance image is segmented into legs/torso/head
using simple heuristics).
We compared SARC3D with three well known re-identification
approaches on the 3DPeS dataset. Specifically, we exploited the publicly available implementation of the
SDALF method developed by the same authors [12],
our implementation of the ensemble of features proposed by Gray et al. [47], and our implementation of
the Panoramic Appearance Map descriptor [17, 48].
SDALF [12] is a purely 2D method. It consists in
extracting features that model three complementary aspects of human appearance: the overall chromatic content (using weighted HSV histograms), the spatial arrangement of colors into stable regions (Maximally Stable Color Regions), and the presence of recurrent local
motifs with high entropy. All these features are derived
from different body parts, and opportunely weighted by

The method proposed in [47] consists of an ensemble of features: RGB, HSV and YCbCr histograms (each
channel quantized into 16 bins) and the histograms of
the response to 13 Schmid and 8 Gabor filters (each
response quantized into 16 bins). The different features
are concatenated in a single 464 dimensional feature
vector, and a feature vector is computed for each of
the 3 fixed size stripes of the person silhouette (roughly
head, torso and legs). This method has been extended
to the multi-shot case by exploiting a mixture approach.
In order to obtain a fair comparison, the distance between feature vectors has been computed through the
Euclidean distance between the descriptors rather than
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applying an additional metric learning as proposed in
the original paper.
Finally, the Panoramic Appearance Map (PAM) descriptor [17, 48] is a 3D body model-based approach. A
cylindrical model is used as support to map appearance
descriptors (mean RGB colors in the paper and in our
implementation). The surface of the model is split into
a grid of N by M cells (N = 24 and M = 10). For each
cell, together with a mean color, the descriptor contains the number of pixels mapped to the cell, i.e., the
number of points used to compute the mean color. This
value has been used as weight during distance computation. In the original paper [17], the descriptor were
created from multiple shots collected at the same instant and integrated thanks to the 3D camera calibration. People orientation was neglected during computation of the descriptors but was then retrieved when
estimating the distance matrix (all the possible alignments between the training and the query models have
been explored). In the SARC3D dataset, instead, the
different shots have not been captured simultaneously.
Thus, the orientation estimation described in Section
4.3 has been used to align the cylinders and to correctly
integrate multiple shots.
Figures 18 and 19 show different comparisons between the aforementioned methods using different number of shots for creating the training and query models.
In detail, Figure 18(a) shows the case in which a single
shot is used for both training and query model (1vs1 ).
Figure 18(b) depicts the results obtained when 3 shots
are used for training model and 1 for test model (3vs1 ).
Eventually, Figure 19(a) reports the performance achieved
with 5 shots used for training model (5vs1 ), while Figure 19(b) shows performance in the case of 3 shots used
for both training and query model (3vs3 ). Table 4 reports re-identification accuracy sampled from the corresponding CMC curves at ranks 1, 5, 10 and 25.
As it can be inferred from the results presented,
multi-shot approaches always outperform single shot
approaches. However, adding spatial 3D information for
feature localization greatly improves re-identification
performances as highlighted in Table 4. It should also
be noted that the SARC3D algorithm does not require
precise model alignment and orientation estimation. As
depicted in Figures 12 and 15, the position and orientation estimation is far from being perfect, reaching 61% accuracy on the 3DPeS dataset as reported
in [20]. At the same time, the silhouettes extracted using automatic techniques are usually very noisy and
contain lots of holes and missing parts as shown in Figure 15. Nevertheless, since each vertex contains a descriptor extracted from a local patch and not from a
single image pixel, the system performance is still very
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promising even in the presence of these issues. Among
the approaches tested, the PAM descriptor delivered
the worst performances: a mean color for each cell is
not enough to catch differences on the texture, which
is one of the challenges of the adopted dataset. In addition, PAM seems to be more sensitive to the lack of
information; the availability of more than one shot both
for the training and the query model dramatically improves the method performance.
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Fig. 18 Comparisons with the state of the art: a)single shot
- 1vs1, b) multi-shot 3vs1
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Fig. 19 Comparisons with the state of the art: a) multi-shot
5vs1, b) multi-shot 3vs3

8 Conclusions
We have proposed a new and effective method for people re-identification. As opposed to currently available
solutions, we have exploited a 3D body model to spatially localize the identifying patterns and colors on the
model vertices. This way, occlusion and view dependencies are intrinsically solved.
The 3D model proposed is non-articulated and has
a fixed shape. As a consequence, the overall system can
be correctly applied to images or videos with standing people. If the monitored people are not standing or
their shape differs to much from the SARC3D model
(e.g., due to backpacks and trolleys as in the i-LIDS
dataset [45]), the overall re-identification performance
decreases. The alignment between the 3D model and
the available images or videos is the most delicate phase
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ID

1vs1

N. of shots
Training Query
1

1

3vs1

3

1

5vs1

5

1

3vs3

3

3

Rank

SARC3D

SDALF

Ensemble

1
5
10
25
1
5
10
25
1
5
10
25
1
5
10
25

46%
62%
68%
76%
51%
71%
79%
89%
64%
85%
93%
97%
70%
91%
95%
99%

23%
35%
42%
54%
38%
60%
68%
82%
52%
78%
86%
96%
62%
83%
90%
96%

21%
38%
46%
60%
29%
46%
53%
66%
34%
61%
71%
87%
51%
80%
88%
96%

PAM

3%
16%
30%
54%

12%
36%
57%
91%

Table 4 Comparison with the state of the art. Average accuracy at ranks 1, 5, 10 and 25 using RGB histograms with Mixture

for both single shot and multi-shot cases

of the approach. Data source calibration mitigates the
problem, although it is not required. Finally, since reidentification relies on the correspondence of color appearance, the system is strongly sensitive to differences
in color responses of the cameras. In this case, color
calibration is mandatory.
Results both in real surveillance videos and in a proposed benchmark dataset called 3DPeS are very promising. In this dataset, standard approaches based on 2D
models fail, since the points of view are very different
and automatic segmentation is not sufficiently accurate.
We believe that this new way explored based on 3D
body models could be the starting point for future innovative solutions. Spatial mapping of appearance features using a fixed or, even better – an articulated body
model – detection and handling of discriminative details
and the introduction of learning steps for dimensionality reduction or metric learning are the most promising
research directions.
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