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Abstract Smoke detection is a crucial task in many video
surveillance applications and could have a great impact to
raise the level of safety of urban areas. Many commercial
smoke detection sensors exist but most of them cannot be
applied in open space or outdoor scenarios. With this aim,
the paper presents a smoke detection system that uses a common CCD camera sensor to detect smoke in images and trigger alarms. First, a proper background model is proposed
to reliably extract smoke regions and avoid over-segmentation and false positives in outdoor scenarios where many
distractors are present, such as moving trees or light reflexes.
A novel Bayesian approach is adopted to detect smoke
regions in the scene analyzing image energy by means of
the Wavelet Transform coefficients and Color Information.
A statistical model of image energy is built, using a temporal Gaussian Mixture, to analyze the energy decay that typically occurs when smoke covers the scene then the detection
is strengthen evaluating the color blending between a reference smoke color and the input frame. The proposed system is
capable of detecting rapidly smoke events both in night and in
day conditions with a reduced number of false alarms hence
is particularly suitable for monitoring large outdoor scenarios where common sensors would fail. An extensive experimental campaign both on recorded videos and live cameras
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evaluates the efficacy and efficiency of the system in many
real world scenarios, such as outdoor storages and forests.
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1 Introduction
Automatic or semi-automatic environmental surveillance is
a key issue of the political policies for preventing crisis situation due to natural or artificial events that can compromise
safety of people and security of buildings and nature. Among
these events, smoke and fire are the most important for safety
and commercial motivations.
Smoke detection in video streams is still an open challenge
for computer vision and pattern recognition communities. It
concerns the definition of robust approaches to detect, as soon
as possible, spring and fast propagation of smoke possibly
due to explosions, fires or special environmental conditions.
For these motivations, a smoke detection module enriches
standard video surveillance systems for both indoor and outdoor monitoring.
The video analysis tasks for smoke detection are not trivial due to the variability of shape, motion and texture patterns of smoke itself, which appearance is dependent on the
luminance conditions, the background manifolds and colors
of the scene. Since smoke modifies the visual cues of the
background, typically background suppression techniques
are adopted, followed by validation/classification tasks. The
smoke identification becomes more challenging in presence
of other moving objects, shadows and whenever the background is variable too.
In this paper, we propose the use of image energy and
color information as key features for detecting smoke. In our
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approach, moving objects are extracted with a novel and
robust background suppression technique, that ensures a
robust segmentation even in adverse conditions, reducing
the number of false positives. Subsequently blobs are classified as either real objects or artifacts due to smoke presence in the scene. The image energy is computed using the
Wavelet Transform and its temporal evolution modeled using
a Gaussian Mixture Model (MoG) to capture slow energy
decays that typically occur when smoke covers part of the
scene.
In addition, the MoG classification is improved using a
Bayesian framework accounting for the scene color variations to both speed up and improve the decision process.
It is worth noticing that, differently from most of previous
solutions, we do not make any assumptions both on the external conditions and on the field of view of the camera making
our system flexible enough to be applied on different setups and under several illumination conditions. We evaluate
the system performance on the publicly available dataset on
the website http://imagelab.ing.unimore.it/visor, measuring
both the detection rate and the time to detect.
The results state a satisfying detection rate in several outdoor fixed-camera setups with a reduced number of false
alarms and a recall of 100% that is desiderable in any smoke
detection system.

2 Related works
The problem of studying environmental, natural or artificial,
effects on video scenes have been deeply investigated in literature and certainly impacts everyone life in many different
situations.
Among the phenomena that may be visually analyzed we
can cite natural events such as weather condition changes
(due to rain, fog, etc.) and artificial ones such as smoke due
to fire or different sources (Table 1).
The approaches in literature on weather conditions detection treat, basically in two ways, the different nature of the
analyzed events. On one side, fog and haze events are correlated to the problem of scene recovering and color restoration while on the other side, rain and snow are usually
referred to the problem of detection and removal. In Narasimhan and Nayar [1], they propose an interesting method, based
on atmospheric optic, to recover the “clear-day” scene color
from two or more images taken under different and unknown
weather conditions. They additionally developed a method
for depth-segmentating and extracting the three-dimensional
scene structure using two scattering models Attenuation and
Airlight (scattering caused by fog or haze), imposing the constraint that both the observer and the object observed must
lie at the ground level. Schechner et al. [2] propose a method
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Table 1 Summary of reference for several natural event detection techniques
Event

Technique

Authors

Haze

Statistical model
Airtight and Attenuation
scattering model
Light polarization
Setting camera parameters
Intensity constrain, photometric constrain, spatiotemporal correlation
Color information
FFT and boundary analysis
FFT and shape analysis
Non-self similarity and
motion irregularities
Chromatic analysis, growthrate and disorder measure
Mean Crossing Rate
Wavelet transform, energy
analysis and shape
analysis

Oakley et al. [3]
Narasimhan and Nayar [1]

Rain

Fire

Smoke

Schechner et al. [2]
Garg et al. [4]
Garg et al. [5]

Phillips et al. [6]
Fastcom Tech.SA [7]
Liu [8]
Kopilovic et al. [9]
Chen et al. [10]
Xiong et al. [11]
Toreyin et al. [12]

for haze removal from an image. This method relies on the
property that the natural environmental light, scattered by
the atmosphere, is partially polarized. This approach does
not rely on previous knowledge about the scattering model
or knowledge about the illumination direction, but requires
only two independent images. Oakley et al. [3], instead, use
a statistical model for detecting airlights imposing a linear
dependency between the real and the distorted pixel values.
Regarding the visual effect due to the rain presence, Garg
et al. [13] studied the appearance of a single raindrop, developing a photometric and geometric model for the raindrop
refraction and reflection assuming that a raindrop behaves
like a wide-angle lens and although it is a transparent entity,
its brightness is independent from the background brightness. In [4], a technique for removing the rain from a video
without post-processing and without altering the scene perception is depicted. In [5], authors developed an algorithm
capable to detect rain in a video sequence. The detection of
the rain is composed by several steps: in the first step, all
the pixels that present a peak in intensity over a set of three
subsequent frames are selected; in the second step, the false
positives are discarded using the photometric constraint; subsequently, the spatio-temporal correlation and the direction
of the rain falls are computed. Although these methods are all
of some interest in many industrial scenarios, such as open
air storages, the problem of fire and smoke detection is definitely crucial and represents a hard challenge to be solved
using cameras.
For this reason, we focus our attention on the problem
of smoke detection and how to fast and reliably detect dangerous smoke presence in the scene. The problem of smoke
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detection has been discussed in the past in some works where
local features of pixels in the images or measures on the shape
temporal-variations are exploited. In an early work, Kopilovic et al. [9] took advantage of irregularities in motion due to
non-rigidity of smoke. They computed the optical flow field
using two adjacent images, and then used the entropy of the
motion directions distribution as key feature to differentiate
smoke motion from non-smoke motion. Similarly, motion
was exploited in [14] where local motions from cluster analysis of points in a multidimensional temporal embedding
space are extracted. The goal was to track local dynamic
envelopes of pixels, and then to use the velocity distribution histograms to discriminate between smoke and various
natural phenomena such as clouds and wind-tossed trees that
may cause such envelopes. In this work, the presence of other
moving objects, typical of video-surveillance scenes, is not
taken into account.
Recently, Chen, Yin et al. [10] present a smoke detection
approach working on pixel-level classification after motion
segmentation based on frame difference. Pixels can be initially classified as smoke-pixels with a very simple color
based static decision rule; it is based on two thresholds in the
color space assuming that smoke usually displays grayish
colors. A further dynamic decision rule is dependent on the
spreading attributes of smoke: the ratio between the sums
of segmented smoke regions circumferences and the number of smoke-pixels extracted can give a measure of disorder in the segmented objects. Similarly other works evaluate
the contour of the objects that are candidate to be classified as smoke. In [11], smoke detection is based on four
steps: background subtraction, flickering extraction, contour
initialization, and contour classification using both heuristic
and empirical knowledge about smoke.
An interesting and robust approach has been defined by
Toreyin et al. [15] and further improved in [12,16]. They use
the Collins background subtraction method to extract moving objects [17]. Then, a flickering analysis and a measure
of turbulence is provided by evaluating the edge and texture
variations using the Wavelet Transform. In every block of the
resulting sub-image, the energy variation is computed. The
energy is given by the sum of the high-frequency components
in the wavelet domain. Finally two thresholds are given to
measure an acceptable energy variation. The dynamism of
the variation is modeled with a simple three state Random
Markov Model (RMM), trained with smoke and non-smoke
pixels. Finally, an analysis of smoke shape complexity is provided as in [11,10], based on the distance between the contour points and the center of mass of the shape. This approach
is quite robust in the given examples, but a precise evaluation of the different features contributions is not provided.
However, in our experiments, we observed that sometimes a
strong shape variation and edge complexity of smoke regions
cannot be visually revealed due to both camera field of view
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Fig. 1 Scheme overview of the smoke detection system

and wind direction. For this reason we avoid to use this feature.

3 System overview
The proposed system scheme is depicted in Fig. 1. First, moving objects are extracted using a robust background model
able to reliably segment motion in presence of several
distractors due to noise in the scene. In particular, the proposed background is robust enough to remove all the possible sources of false alarms such as shadows or small objects
that may affect negatively the precision of the smoke detection system. Image energy is then analyzed using the Wavelet
Transform coefficients and the ratio between the background
model energy and the current input frame. Based on this
ratio, a statistical model, employing a temporal Mixture of
Gaussians(MoG), is used to capture the energy decay that
represents a good cue to detect possible smoke regions in
the scene. In addition, color properties are used to detect
the regions where a blending between a reference color and
the background model occurs. This complex analysis will
reveal image regions where a smoke event may occur. Finally,
the smoke is detected looking at the amount of the intersection between candidate smoke regions and moving objects
masks.
The paper is structured as follows.
In Sect. 4, the background model used for detecting moving objects is depicted. Section 5 describes the features used
for smoke detection and the adopted Bayesian Classifier.
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In conclusion, Sect. 6 details all the system parameters and
discusses the experiments carried out.

4 Background model for smoke segmentation
The adopted motion detection algorithm is specifically
designed to ensure a robust and reliable background estimation even in complex outdoor scenarios. It is a modification
of the SAKBOT system [18], that increases the robustness
in outdoor uncontrolled environment. The SAKBOT background model is a temporal median model with knowledgebased update stage. That means that regions of the image
known as moving objects are not included in the background
updating stage and consequently not injected in the median
model. This updating strategy ensures a clean background
and the ability of correctly extract slightly moving objects
or static ones. Suitable modification to the model in [18]
improving the background initialization, motion detection
and object validation have been developed. The desired background model should exhibit some properties that are important to correctly detect smoke objects in the scene and obtain
high accuracy results, in particular:
– The detection must be accurate in night and day condition
– No ghosts (i.e apparently moving objects due to an incorrect background updating or structural modification of
the scene, such as a parked car that moves away), microobjects and shadows must be present in the scene
– The background must constantly update to respond to
environmental variations
– The background must not incorporate the smoke in the
background model so selectivity is needed.
For these reasons, we focus on background bootstrapping,
updating and ghosts removal to avoid the presence of noise
in the scene with the main purpose of obtaining clear blobs
for reliable smoke detection.
4.1 Background bootstrapping
The first issue in every background suppression approach is
the background initialization or bootstrapping, which needs
to be both fast and accurate. Unfortunately, it is often impossible to have a clear background for many frames in order
to compute the statistics for building the model. Therefore,
it is important to implement a method that can initialize the
background model as quickly as possible even starting from
“dirty” frames.
Our approach basically partitions the image into blocks (of
16×16 pixels) and selectively updates the background model
with a block whenever a sufficiently high number of pixels
within the block are detected as static. Motion is evaluated
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with a thresholded single difference between two consecutive frames. If more than 95% of the pixels in the block are
detected as not in motion, the bootstrapping model is updated
with those pixels. When this occurs for more than 10 times
(even non consecutive), the whole block is considered “stable” and no longer evaluated. Once all the blocks have been
set to “stable” the background model is ready; additionally,
the threshold for the single difference is increased to avoid
deadlocks and to speed up the bootstrapping, if no blocks
change their state to “stable” for two consecutive frames.
4.2 Background updating and foreground extraction
Once the model is properly initialized, the background model
is updated using a temporal median. A fixed k + 1-sized circular buffer is used to collect the past k values for every
pixel over time. In addition to the k values, the last stable
background model value, for the pixel (i, j) at time t −
1, BGt (i, j)t−1 is added to the buffer to account for the last
reliable background information available. These n = k + 1
values are then ordered according to their gray-level intensity, and the median value is used as an estimate of the current
background model BGt (i, j)t at time t for the pixel (i, j).
Once the background model has been created and updated,
the foreground is extracted, frame by frame, using the background differencing technique. In the following, we will
refer to the current background model as BGt omitting the
time index. The difference between the current image It and
the background model BGt is computed and the foreground
mask Mt (i, j) extracted:
Mt (i, j) =

(It (i, j) − BGt (i, j)) · iT
3

(1)

where iT is the 1×3 identity vector. The mask Mt (i, j) is
then binarized using two different thresholds: a low threshold
Tlow , to filter out the noisy pixel extracted due to small intensity variations, and a high threshold Thigh to identify the pixels
where a large intensity variation occurs. Both these thresholds are local, i.e. they have different values for each pixel of
the image. Let b p (i, j) be the value at position p inside the
ordered circular buffer b of pixel location (i, j) and, consequently, b k+1 +1 the median. The thresholds are computed as
2
the weighted difference between buffer elements around the
median:


(2)
Tlow (i, j) = λ b k+1 +l − b k+1 −l
2

 2
Thigh (i, j) = λ b k+1 +h − b k+1 −h
(3)
2

2

where λ is a fixed multiplier, while l and h are fixed scalar
values. We experimentally set λ = 7, l = 2 and h = 4, for a
buffer of n = 9 values.
It is straightforward to see that, being the vector b ordered,
Thigh is always higher or equal than Tlow . Our experiments
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demonstrated that these settings perform well in most common surveillance scenarios. The reason for the adoption of
dynamic per-pixel thresholds is trivially explained by the fact
that using fixed per-frame thresholds makes the system less
reactive to local illumination changes.
The final binarized motion mask Bt is obtained as the
composition of the two binarized motion masks computed,
respectively, using the low and the high thresholds: a pixel is
marked as foreground in Bt if it is present in the low-thresholded binarized mask AND it is spatially connected to at least
one pixel in the high-thresholded binarized mask then adopting a two-pass labeling algorithm the list MVOt of moving
objects, at time t, is extracted from Bt .
Every element MVOit of the list is a candidate foreground
object and small objects due to oversegmentation are discarded according to their area.
4.3 Object validation
Once the moving visual objects are extracted, the object-level
validation step is performed in order to remove all the moving
objects generated by small recurrent motion in the scene, for
example waving trees. This validation is performed accounting for joint contributions coming from color information
and intensity gradient of the objects.
The gradient is computed with respect to both spatial and
temporal coordinates taking the directional derivative along
the spatio-temporal direction vi = [i, t]T and vj = [ j, t]T :
∂ It (i, j)
= It−t (i − 1, j) − It (i, j)
∂(x, t)
∂ It (i, j)
= It−t (i, j − 1) − It (i, j)
∂(y, t)

(4)

For stationary points, we can approximate the past sample
It−t with the background model BGt :
∂ It (i, j)
= BGt (i − 1, j) − It (i, j)
∂(x, t)
∂ It (i, j)
= BGt (i, j − 1) − It (i, j)
∂(y, t)

tempo direction. Moreover, the joint spatio-temporal derivative makes the object gradient computation more accurate,
since it also detects gradient in the inner parts of the object.
Given the list of moving objects, at time t, MVOt , the gradient G t is compared with the gradient (in the spatial domain)
of the background GBGt in order to evaluate their coherence. This gradient coherence GCt is computed over a k × k
pixel-neighborhood as the minimum of absolute differences
between G t and GBGt :
GCt (i, j) =

min

i−k≤x≤i+k
j−k≤y≤ j+k

|G t (i, j)−GBGt (x, y)|

(7)

Unfortunately, when the gradient module (either G t or
GBGt ) is close to zero, data are not reliable consequently we
combine the gradient coherence with the color coherence,
CCt , to strengthen the validation taking differences between
current input frame It and background model BGt :
CCt (i, j) =

min

i−k≤x≤i+k
j−k≤y≤ j+k

It (i, j) − BGt (x, y)

(8)

where . represents the norm in the RGB color space.
The overall validation score V Sti is the normalized sum,
computed for every object, of the per-pixel validation scores,
obtained by multiplying both the coherence measures:
V Sti =

(i, j)∈MVOit

GCt (i, j) ∗ CCt (i, j)
Nti

(9)

where Nti is the area of the ith moving visual objects, MVOit .
Validation is obtained thresholding objects’ validation score
and, if below the threshold, the object is discarded and its
pixels are marked as belonging to background and used in
the update stage.
4.4 Fast ghost suppression

(5)

The gradient module is obtained by using the following
equation:
⎧
⎫

 

⎨
 ∂ It (i, j) 2  ∂ It (i, j) 2 ⎬
 

G t = g(i, j) | g(i, j) = 
 ∂(x, t)  +  ∂(y, t)  ⎭
⎩
(6)
From our tests, it emerges that this gradient module is
quite robust against small motions in the background, mainly
thanks to the use of spatio-temporal partial derivative. Small
moving objects, subjected to micro-movement, share the
property of having their gradient quite constant in the spatio-

When adopting a selective update scheme, ghosts may affect
the extraction of moving objects. Specifically, a ghost occurs
whenever a static object is included in the background model;
subsequently, the object disappears, resulting in a false foreground detection and causing a deadlock in the update
scheme. It is then evident that a method to detect ghosts and
force them into the background model must be developed.
Our approach is similar to the one we used for background
bootstrapping , but at region level instead of pixel level. All
the validated objects are used to build an image called At that
accounts for the number of times when a pixel is detected as
static by the single difference:
At (i, j) =

At−1 (i, j) + 1
At−1 (i, j)/2

if static
otherwise

(10)
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A valid object MVOit is then classified as a ghost if:
(i, j)∈MVOit
Nti

At (i, j)

> Tghost

(11)

where Tghost is the threshold on the amount of time the points
of the MVOit are sensed static.
The threshold Tghost depends on the frame rate and on the
considered scenario. We set for a common surveillance scenario, with a frame rate of 20 fps, a value of 200 that means
that the ghost must remain in its position for 10 s before it is
removed from the background.
Practically, in the case of pixels belonging to a ghost, the
single difference will be lower than the threshold and will
start increasing the value in At . When the average sum of the
accumulator values, for the moving visual objects, exceeds
the threshold Tghost , the object is forced into the background.
With the described procedure, the system is capable of detecting many visual objects in different outdoor and indoor conditions, and can be used as a first step of a tracking system
[19] or as the basis for complex object classification applications. In the smoke detection application the tracking is
not necessary since the image is analyzed blockwise and the
objects are used only for classifying possible smoke regions.

5 Smoke detection for foreground object classification
Once it is possible to detect automatically moving objects
that differ from the background model, every object of interest must be analyzed to find smoke presence. The proposed
model evaluates the joint contributions coming from the graylevel image energy and color intensity attenuation to classify
a moving visual object as possible smoke under the assumption that when smoke grows and propagates in the scene its
image energy is attenuated by the blurring effect of smoke
diffusion.
We first detect possible candidate objects, by means of the
motion segmentation algorithm previously proposed, then
their energy is analyzed using the Wavelet Transform coeffi-

Fig. 2 Example of discrete
Wavelet Transform. The
leftmost image is the original
image. The right image is the
transformed one. The
components are: top left
compressed image Ct , top right
horizontal coefficient image Ht ,
bottom left vertical coefficient
image Vt and bottom right
diagonal coefficient image Dt
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cients evaluating its temporal evolution. The color properties
of the objects are analyzed accordingly to a smoke reference
color model to detect if color changes in the scene are due to
a natural variation or not. The input image is then divided in
blocks of fixed sized and every block is evaluated separately.
To perform the final classification, a Bayesian approach discriminates whether a foreground object is smoke or not.
5.1 Energy analysis using the discrete wavelet transform
When smoke diffuses in the scene, it partially covers background elements. This motivates the use of the image energy
as an important feature to find smoke presence. An efficient
way to evaluate the energy variation of an intensity image is
the discrete Wavelet Transform DWT [20].
The DWT is obtained convolving the image signal with
several banks of filters obtaining a multiresolution decomposition of the image. Given the input image It the decomposition produces four subimages, namely the compressed
version of the original image Ct , the horizontal coefficients
image Ht , the vertical coefficients image Vt and the diagonal coefficients image Dt . An example of decomposition,
computed with the algorithm proposed in [20], is shown in
Fig. 2.
The energy is evaluated blockwise dividing the image in
regular blocks, bk , of fixed size and summing up the squared
contribution coming from every coefficient image:

Vt2 (i, j) + Ht2 (i, j) + Dt2 (i, j)
(12)
E(bk , It ) =
i, j∈bk

The energy value of a specific block varies significantly
over time in presence of smoke, Fig. 3.
When the smoke covers part of the scene the edges are
smoothed and the energy consequently lowered. This energy
drop can be further emphasized computing the ratio rk
between the image energy of the current input frame It and
the one of the background model BGt . The energy ratio has
the advantage of normalizing the energy values and allowing the comparison between different scenes where the block
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Fig. 3 Energy ratio trend of
both non-smoke and smoke
blocks. In presence of smoke the
energy ratio is subjected to
gradual drops in its value

energy itself can vary significantly. The ratio of the block bk
is given by:
rk (bk , It , BGt ) =

E(bk , It )
E(bk , BGt )

(13)

The analysis of the energy ratio is performed in two different
contexts to account for both global and local energy decays.
The image energy ratio of Eq. (13) is computed for several
clips containing at least one smoke event; the computation is
performed over the entire image, summing the energy ratio
contributions coming from every block, with the purpose of
finding an average value of the global energy ratio in the case
of smoke presence in the scene. The energy values are then
collected, for all the images and all the clips, and modeled as
a probability distribution to correctly capture both the average values and the variations around these. We chose to learn
the probability distribution using a non-parametric approach
because the distribution shape is not a priori predictable.
In particular, the Parzen window technique is adopted to
build, using a Gaussian kernel, a non-parametric distribution from energy-ratio values computed on several clips. The
Parzen window method is a kernel density estimator that
computes a non-parametric distribution from a set of iid samples X = {xi | i = 1, . . . , N } of a random variable x. The
approximated pdf is computed summing the kernel for all
the sampled values, using, as kernel, the standard Gaussian
1 − 21 x 2
e
:
kernel function K = 2π
N
1 

K (x − xi )
f =
Nh

(14)

i=1

In addition to the global energy evaluation, every block is
locally evaluated frame-by-frame to capture the temporal
evolution of the energy ratio. When an energy drop is
observed for a significant period of time, an edge smoothing
process occurs. The edge smoothing process can be affected
by noise due to light variation in the scene. A Mixture of
Gaussian model is adopted to improve the robustness of the
analysis. The MoG has the great advantage to correctly model
the variations of a multi-modal stochastic process. To com-

pute the Gaussian Mixture’s parameter the on-line Expectation Maximization algorithm proposed in [21] is used every
frame. The on-line EM updating is based on the concept of
sufficient statistics. A statistic T (x) is sufficient for underlying parameter η if the conditional probability distribution
of the data θ , given the statistic T (η), is independent of the
parameter η. Thanks to the Fisher–Neyman’s factorization
theorem [22], the likelihood function L η (x) of x can be
factorized in two components, one independent by the parameters η and the other dependent on them only through the sufficient statistics T (x): L η (x) = h(x)gη (T (x)). It has been
shown [23] that in the case of distributions of the exponential
family (such as the Gaussian pdf) the factorization theorem
can be written as:


(15)
p (x|η) = h (x) g (η) exp ηT T (x)
Thus, the sufficient statistics for a single Gaussian distribution are:
 
xi
(16)
T (x) =
xi2
In the case of a mixture of distributions belonging to the exponential family, the on-line updating of the mixture parameters
can be obtained by simply updating the sufficient statistics
(s.s.) of the mixture:
TM (x) =

K


γk Tk (x)

(17)

k=1

where Tk (x) are the s.s. for the kth single distribution. The
updating process (having observed up to the sample (i −1)th)
can be obtained as:
Tki (x) = α(i)γk Tk (xi ) + (1 − α(i)) Tki−1 (x)
(18)
 
xi
where Tk (xi ) =
.
xi2
In detail, for every block bk of the image It , at time t, the
value rk (bk , It , BGt ) is computed and the MoG of block bk
updated using Eq. (18).
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Fig. 4 Gaussian mixtures
obtained observing energy ratio
values at a single block. The
upper plot shows the mixture
when there is no smoke in the
block. The lower plot shows
how the mixture changes when
smoke is in the scene. It is worth
noting that when a block is
covered by smoke the mixture
components mean values move
gradually toward 0. Readers
please note that axis scale factor
are different in the two plots

This process has the main advantage that the mixture
component re-weighting process is able to model slow and
gradual variations of energy ratio. Values that do not occur
frequently are filtered out and assigned to the least probable
Gaussian of the mixture. This property is helpful for evaluating the gradient energy lowering process of smoking regions
that has the peculiarity of being slow and continuous in time,
Fig. 4.
To capture the temporal variation of the energy ratio, the
Gaussian Mixture Model was preferred to a Hidden Markov
model (HMM). Although HMMs are widely adopted to classify and model temporal stochastic processes, the data values
sequence is crucial to obtain a good classification. Instead, as
previously stated, the block energy ratio is subject to strong
fluctuations of energy values due to noise and natural scene
lighting. This reason makes the lowering sequence unpredictably variable in different setups; thus the specific energy
drop time series can produce misleading results. On the contrary, it is interesting to analyze the global trend. The image
energy is indeed a good clue to detect smoke regions but it
may gradually drop for many different reasons and for illumination changes, consequently additional features must be
used in conjunction with energy itself to obtain a reliable
detection.

5.2 Color analysis to detect blended smoke regions
When a smoke event occurs scene regions, covered by smoke,
change their color properties. The smoke can either be completely opaque or partially transparent. In the former case, the
covered region changes completely its color while in the latter
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case the color of the covered region appears to be blended
with the smoke color as shown in Fig. 5.
This simple observation remains valid in all the observed
cases and intuitively suggests a hint to characterize the color
of a smoke region.
The proposed model simply adopts an evaluation based on
a blending function inspired by computer graphics.
A reference color model is chosen in the RGB color space
to represent the color of the smoke in the scene. The model
is selected by analyzing the different color tones produced
combusting different materials. For explanatory purposes, it
is possible to concentrate the analysis to the case of a light
gray color model as the smoke in the leftmost image of Fig.
2. Every pixel It (i, j), in the input frame at time t, is then
checked against the smoke model and the background model
BGt to evaluate the reference color presence computing the
blending parameter bl using Eq. (19). The evaluation takes
into account the case where the scene color and the smoke
color are mixed together.
bl(i, j, It , BGt , S) =

It (i, j) − BGt (i, j)
S − BGt (i, j)

(19)

where BGt is the current background model at time t and S
is the RGB vector of the smoke reference color model.
To filter out the errors and possible measurement inaccuracies, the blending value is computed for every image block
as the average of bl values in the block:
βbk (It , BGt , S) =

1
N2


i, j ∈ ,bk

It (i, j) − BGt (i, j)
S − BGt (i, j)

where the block size is N × N .

(20)
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features to identify a smoke region in the scene. A Bayesian
formulation has been chosen to identify whether a block bk is
likely to belong to a smoke region or not. For every block the
posterior probability of smoke presence in block bk , event
f = 1, is defined:
P( f = 1|bk ) ∝ P(bk | f = 1)P( f = 1)

(21)

The likelihood value is obtained by combining both the contributions coming from energy ratio and color information
considering both terms statistically independent to simplify
the treatment.
P(bk | f = 1) = P(rk , βbk | f = 1)
= Pr (bk | f = 1) · Pβ (bk | f = 1)
Fig. 5 Example of the blending effects of smoke
Table 2 Comparison of smoke detection precision and recall using
MoG background and the proposed background model
MoG model (%)
Precision
Energy
Color
Total

94
92
94

Proposed background
model (%)
Recall
96
92
98

Precision
100
100
100

Pr (bk | f = 1) =

In the previous subsections the block-wise energy ratio r and
the color blending value β have been presented as possible

The detection rate was evaluated
using energy and color
component respectively and
their joint contributions. Time to
detect(TtD) and False positives
rate(FP) are reported for each
considered contribution

Clip1
Clip2
Clip3
Clip4
Clip5
Clip6
Clip7
Clip8
Clip9
Clip10
Clip11
Clip12
Clip13
Clip14
Clip15

wi N (r (bk , It , BGt )|μi σi )

Frame No

165
210
2200
3005
1835
2345
2024
2151
1880
2953
1485
499
195
1226
109

(23)

when the ith Gaussian mean value μi is below the threshold.
The color contribution to the likelihood value is directly
computed as the block color blending measure βbk according
to Eq. (20).
Pβ (bk | f = 1) = βbk (It , BGt , S)

5.3 A Bayesian approach for classification

Clip

K

i=1

In conclusion β quantifies how much each block globally
shares chromatic properties with the reference color model.

Table 3 System results on 15
reference clips

The likelihood contribution due to energy ratio decay is
obtained by summing the weighted Gaussians of the MOG
having mean value below a considered threshold computed
empirically observing the average energy ratio values in
smoke regions.

Recall
95
92
99

(22)

(24)

The classification is biased making use of prior knowledge
acquired observing several clips containing smoke. The prior
probability of a smoke event, in the current frame, is directly

Type

Outdoor
Indoor
Outdoor
Indoor
Indoor
Outdoor
Indoor
Outdoor
Outdoor
Outdoor
Indoor
Outdoor
Indoor
Outdoor
Outdoor

Temporal analysis

Color analysis

Global analysis

TtD

FP

TtD

FP

TtD

FP

22
18
28
212
87
129
57
88
59
457
62
43
53
77
29

−
−
−
−
−
−
3
2
−
−
−
−
−
−
−

1
1
34
273
100
161
99
88
56
498
x
8
23
370
x

−
−
−
−
3
−
−
−
−
−
5
−
−
−
1

1
1
20
285
52
116
35
42
45
300
62
16
27
69
3

−
−
−
−
−
−
−
−
−
−
−
−
−
−
−
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Fig. 6 Snapshots of the
proposed system working on
several clips in different
conditions. The dark grey area
in the rightmost images is
detected as smoke

related to the mean energy ratio value of the scene and computed using the non parametric distribution obtained by Eq.
(14).
⎞
⎛

1
r (bk , It , BGt )⎠
(25)
P( f = 1) = 
f⎝
M

computed. Finally, a MVO is classified as smoke when the
70% of its area overlays candidate smoke blocks.

6 Experimental results and discussion

∀bk ∈It

where It is composed by M blocks.
If the posterior probability is greater than 0.5 the block
is then considered as a candidate smoke block. The test
for smoke presence is performed after foreground objects
segmentation. For every segmented object in the scene, the
number of candidate blocks intersecting the object’s blob is

123

The proposed smoke detection system can be used in conjunction with a whichever video surveillance system providing moving object segmentation using a background model.
The background model should be updated regularly but
smoke regions should not be included in the background.
This can be achieved choosing a slow background update
rate and avoiding to update the background areas where a
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Fig. 7 System test measuring
the distance from camera and
the relative time to detect of the
smoke event in a field scenario

smoke object is detected. The tests were performed using
both the Stauffer and Grimson background model with selective update [24] and the background model proposed in Sect. 4
and results in terms of precision and recall were compared
to demonstrate that the proposed background can improve
the reliability of the smoke detection system as shown in
Table 2.
During the tests all the system parameters were left
unchanged to evaluate the degree of generalization of the
whole approach in many different scenarios and under different environmental conditions. The system was tested on

50 clips of varying length in both indoor and outdoor setups where moving objects such as people or vehicles were
present in the scene during the smoke event. Each clip contained a smoke event. Part of the dataset is publicly available
at website http://imagelab.ing.unimore.it/visor. Each likelihood term was evaluated separately to measure the impact
on the system performance.
Table 3 summarizes the results obtained on 15 reference
clips.
The first column of the table reports the video type and
its frame-length. The average clips framerate is 25fps. The
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Fig. 8 System test measuring
the distance from camera and
the relative time to detect of the
smoke event in an outdoor
industrial storage scenario

remaining columns report the results obtained using every
likelihood term separately and finally the results of the complete system. The detection time after the smoke event occurs
is reported for all the test clips. The table clearly shows that
the likelihood term due to temporal analysis (Eq.23) is effective in most of the observed cases. The main problem is the
long detection time. This is caused by the time based statistics
used to capture the energy ratio decay. Although the likelihood contribution due to color blending has the advantage
of speeding up the detection process it tends to detect much
false positives if used alone. See seventh column of Table 3.
By observing the last two columns of Table 3, we can state
that the complete approach is fast and reliable enough even
in situations where each likelihood contribution fails. The
overall system results on the 50 clips, used for testing purposes, report a detection rate of 77% 3 s later the smoke event
occurs, 98.5% 6 s after and finally 100% 10 s afterwards with
an average false positive rate of 4%. Figure 6 shows some
snapshots of the system working on different conditions.

123

Additional experiments were carried out to test the system
in real conditions. In particular, the smoke detection system
was tested in several scenarios generating a synthetic smoke
event at different distances from the cameras. First, a field
scenario was used where no occlusions interfered with the
smoke propagation in the scene and the time to detect of
the system acquired varying the distance the smoke event
generated itself. Figure 7 shows the results in the field scenario. It is remarkable to note that the system has a maximum
time to detect of 10 s and is able to detect smoke in absence
of occlusion 90 meters far from the camera. Several snapshots of the system triggering the alarm are presented. It is
valuable to observe that the tests were performed in different days under different conditions and no false alarms were
reported in a week. Another test campaign verified the system
applicability in outdoor industrial storages scenarios. In these
scenarios, several occlusions may interfere with the smoke
detection and the detection itself becomes more challenging.
To partially overcome this problem, it is possible to mount
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Fig. 9 System test performed
in an outdoor industrial storage
in night mode. The first row
shows how the system is capable
of detecting smoke at dawn
using color images. The
remaining rows show how the
system perform in a case of a
night and day camera that
switch to gray-level images
during night

Fig. 10 System tested in a
wood scenario. Gray blocks
reveal possible smoke region
and the dark grey area reveals
smoke after the alarm has
triggered
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the cameras on sufficiently high poles capturing the smoke
far enough from the ground. This leads to a slightly slower
time to detect but does not affect the system efficacy. Results
are shown in Fig. 8.
In addition, the system was tested in night condition using
night and day cameras to acquire images even when a small
illumination is present in the scene, Fig. 9. In this case, the
system exhibits a detection rate of smoke events of 100%
but the average number of false alarms, after a week working
24 h a day, increases a little. In particular, the average number
of false alarms in day condition is one per week in an outdoor storage scenario, where operating vehicles are present
and several noises affected the scene, in contrast to an ideal
scenario, such as the field one, where the false alarm rate is
one per 2 weeks. In the case of night detection, the number
of false alarms in the outdoor storage scenario raises two one
per 3 days. This is mainly due to the headlights of the vehicles
that move in the scene that saturate the cameras sensors. This
could be partially avoided using a proper headlights detector
to improve the performance of the system.
Another test campaign was performed in a forest scenario,
Fig. 10, where the woods may severely occlude the smoke.
In this case the performances are the same as in the field
scenarios but the average time to detect, in the worst case
(80 m distance), raises to 12 s. Concluding the system was
tested on both video clips of smoke events and real scenarios
for several days to test the performances in terms of both
accuracy and reliability of detecting the smoke events with
a reduced amount of false alarms. Many challenging situation were faced during the test campaigns and the system
responses were adequate in every considered case. The proposed smoke detection complete system is then able to cover
a maximum area of 80 m2 with one camera detecting smoke
in less than 13 s in every operation condition, day and night
and in the case of severe occlusions. The number of false
alarms is acceptable and could be further improved by considering the headlight problem in the night scenario.

7 Conclusions
In conclusion, we propose a system capable of detecting
if foreground objects are smoke or not using both Wavelet Transform energy coefficients and image color properties. The proposed Bayesian approach has been extensively
evaluated on public data and results in terms of detection rate
and time to detect have been reported. The adoption of a twocontributions likelihood measure solves most of the emerged
problems of each chosen feature and boosts up significantly
the detection process. The system performed well in all the
tested scenarios and results are very robust.
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